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Card-Based Workload Control for Job Shops: Improving COBACABANA


Abstract
Card-based systems can be simple yet effective means of controlling production. But existing solutions, such as Kanban, do not typically apply to the job shops often found in make-to-order companies. In response, a card-based approach to Workload Control known as COBACABANA – COntrol of BAlance by CArd-BAsed NAvigation – has been proposed in the literature. But although COBACABANA appears to be a leading card-based solution for job shops, the original approach has shortcomings that limit its applicability to practice. In this paper, we refine COBACABANA to facilitate its implementation: first, by reducing the number of cards that have to travel with an order to one per operation – as a large number of cards were needed to represent all possible processing times in the original approach – and, second, by updating the approach based on advances in Workload Control theory. We then use a job shop simulation model to evaluate the performance of the refined method. Results demonstrate the potential of COBACABANA to significantly improve throughput time, percentage tardy and mean tardiness performance. We also show how the estimation of expected processing times at release can be simplified by allowing the workload contributions of orders to be grouped into simple classes (e.g. small, medium and large) without a significant deterioration in the effectiveness of the approach. Given its simplicity, and the familiarity of practitioners with card-based systems like Kanban, COBACABANA represents an important means of embedding the principles and benefits of Workload Control in job shops in practice.
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1. Introduction
Order release is one of the main functions of production planning and control (e.g. Bertrand & Wijngaard, 1986; Zäpfel & Missbauer, 1993). When order release control is applied, jobs do not enter the shop floor directly – they are retained in a pre-shop pool and released in accordance with certain performance targets, e.g. to restrict the level of work-in-process and/or maximize due date adherence. Card-based solutions are often adopted in practice to signal the release of orders onto the shop floor or to coordinate the flow of orders between work centers as they are simple, visible means of controlling production. Examples include Kanban (e.g. Sugimuri et al., 1977; Shingo, 1989), Constant Work-in-Process (ConWIP; e.g. Spearman et al., 1990; Hopp & Spearman, 1996), and Paired cell Overlapping Loops of Cards with Authorization (POLCA; e.g. Suri, 1998). But although card-based control systems are relatively straightforward to implement and are effective in stable production environments, their applicability to make-to-order job shops has been severely questioned (e.g. Stevenson et al., 2005). Such environments – where products are typically highly customized – are characterized by high variability in order characteristics like routing and processing times.
To demonstrate the problems created by highly variable job shops, we refer to three of the most widely known and implemented card-based solutions: Kanban, ConWIP and POLCA. First, Shingo (1989) conceded that Kanban is not suitable for high-variety production environments, a view recently confirmed by Harrod & Kanet (2013). Second, Germs & Riezebos (2010) and Thürer et al. (2012) showed that ConWIP performs poorly in job shop-like production environments, because it does not provide a means of balancing workloads across resources at release; instead, this has to be achieved prior to release, e.g. by limiting the range or mix of jobs that a company bids for or accepts. Finally, Lödding et al. (2003) and Harrod & Kanet (2013) showed that POLCA leads to blocking when there is high routing variability, as is common in job shops. POLCA uses card loops between work centers that authorize the start of an operation at one work center (or cell) based, in part, on capacity availability at the downstream partner work center in the loop. But if routing variability is high, two work centers can block each other whereby neither is able to free up the cards that the other requires.
In general, few production planning and control systems – irrespective of whether they are card-based or otherwise – have been developed that are suitable for job shops. One exception is the (non-card-based) Workload Control concept, which has been shown to significantly improve the performance of job shops both through simulation (e.g. Thürer et al., 2012 and 2013) and, on occasions, in practice (e.g. Hendry et al., 2013). Workload Control is designed to achieve the same leveling of workload to capacity that is achieved in repetitive manufacturing using lean tools, but it does so while allowing the customers of make-to-order companies to obtain highly customized products (Thürer et al., 2012). Hence, it reduces the variability of the incoming workload that results from product customization, rather than limiting variation in the product mix itself (Thürer et al., 2013). Workload Control typically controls the incoming workload of the shop using continuous workload measures or calculations, rather than through the simple use of cards. This relies on having an accurate and up-to-date picture of workloads on the shop floor, which can require investment in both software, e.g. decision support systems, and in hardware for collecting data, e.g. barcode scanners (see, e.g. Stevenson & Silva, 2008; Hendry et al., 2013). The complexity of workload calculations and the prerequisites for implementation arguably affect Workload Control’s applicability, particularly to small shops with limited resources. As a result, many studies have found implementing Workload Control in practice to be extremely challenging (e.g. Stevenson, 2006; Hendry et al., 2008; Stevenson et al., 2011).
In response, Land (2009) presented COBACABANA (COntrol of BAlance by CArd-BAsed NAvigation), a card-based approach for implementing the core principles of Workload Control in practice. COBACABANA – where card loops are established between the planner (order pool) and each work center – represents a simple card-based means of feeding back information about production from the shop floor to a central planner, providing a visual control mechanism for the shop floor. Yet it is argued here that the original design of COBACABANA can be improved to ease its implementation in practice. First, COBACABANA could result in a large number of cards, as cards are related to workloads rather than products and so a large number of cards may be required to represent all possible processing times. More fundamentally, the estimation of processing times in high-variety job shops can be very imprecise; for example, it may be that an order is being produced for the first time, meaning there is a great deal of uncertainty surrounding how long it will take to produce. And second, the original COBACABANA concept was presented prior to recent advances in Workload Control theory (e.g. Thürer et al., 2012) that have significantly enhanced the potential of Workload Control to improve performance. In response, this study extends Land (2009) in three important ways:
1. It refines COBACABANA to limit the number of cards to one per operation and to simplify the requirements on processing time estimation;
2. It refines COBACABANA according to recent advances in Workload Control theory;
3. It uses simulation to demonstrate the potential of the refined COBACABANA to significantly improve job shop performance.

The remainder of this paper is organized as follows. COBACABANA is first outlined and refined in Section 2, before the job shop simulation model used to examine its performance is outlined in Section 3. Results are then discussed in Section 4, followed by concluding remarks in Section 5, where managerial implications and future research directions are also outlined.

2. COBACABANA – Review and Refinement
First, COBACABANA is reviewed in Section 2.1 before refinements to the method are proposed in Section 2.2. Note that although COBACABANA includes two control stages – order acceptance and order release – we confine our focus to order release. The resulting card-based release method is then summarized in Section 2.3.

2.1 COBACABANA – A Card-Based Release Method for Make-to-Order Job Shops
COBACABANA establishes card loops between the planner responsible for order release and each work center; the availability of cards authorizes the planner to release new orders onto the shop floor. Different cards are maintained for each work center; for example, cards can be color coded, with a different color used for each work center, e.g. as used in POLCA to distinguish between cells (Riezebos, 2010). Under COBACABANA, cards represent a certain amount of workload: each card represents the same amount of workload, but multiple cards can be assigned so that the workload of each operation in the routing of an order is accurately represented. Orders are considered for release at periodic time intervals. To release an order, the planner has to attach the right number of cards for each work center in the routing of an order to an order guidance form that travels with the order. The cards related to a certain work center return to the planner after the completion of the corresponding operation. An order can only be released from the pool if sufficient cards are available for each of the work centers in its routing. 
By controlling the number of cards in circulation – set equal to 100% of the workload norm, i.e. the upper limit or bound established by management on the workload released to each work center – the workload is controlled. Thus, COBACABANA balances the workload as part of the order release decision making process. This load balancing, or workload smoothing, corresponds to one of the main principles of heijunka in lean operations (Marchwinski et al., 2008) and prevents surges in work that temporarily deplete the capacity buffer and increase the inventory buffer in the form of work-in-process. The principle of heijunka relates to leveling peaks and troughs in the production schedule (Hüttmeir et al., 2009), thereby balancing the workload and creating some stability.
The workload is represented by a corrected measure of the aggregate workload that was introduced by Oosterman et al. (2000). Since the aggregate load represents all work on the shop floor that is on its way to a work center (queuing and upstream), a work center positioned further downstream will need a higher aggregate load – even when this work center position is temporary due to the specific set of released orders. According to the corrected aggregate workload method, the load contribution is therefore converted (or corrected) by dividing the processing time by the position of the work center in the routing of an order. In other words, for the first work center, we consider a 100% contribution of the operation processing time, but only 50% for the second work center, 33.33% for the third work center, and so on. As each order contributes to all loads from the moment of release, the method compensates for the fact that it will only be part of the direct load of the second work center, for example, for around 50% of the time that it contributes. The cards related to the second work center in the routing of an order go with the order at release and stay on the shop floor until the first two operations have been completed. Oosterman et al. (2000) showed how controlling the corrected aggregate load leads to stabilizing the direct load buffer, i.e. the load currently queuing in front of a particular work center. 
The task of the planner is supported by a display, as shown in Figure 1. Similar to a heijunka box or planning board (see, e.g. Marchwinski et al., 2008), this simple display provides a quick overview of the situation on the shop floor. But while the heijunka box typically levels the mix and volume of production by assigning capacity to product types, COBACABANA (as can be seen from the display in Figure 1) contributes the workload of individual jobs to the total workload allowed for release to each work center. In Figure 1, each card represents 5% of the workload norm. The number of empty card positions in the display indicates the proportion of the workload norm that is filled by released orders, while the number of cards available on the board indicates the scope for releasing new orders. Hence, the board provides a useful, visual tool for understanding both the workload on the shop floor and the release possibilities.
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2.1.1 Comparison between COBACABANA, Kanban, ConWIP and POLCA in Job Shops
From the above, it becomes clear that COBACABANA is distinctly different from other card-based systems and overcomes the problems of other systems in job shops. First, COBACABANA establishes card loops between each work center and the pre-shop pool of orders coordinated by the planner; hence, control remains centralized. This also means that cards are only used to control the release of jobs and not to control the flow of jobs on the shop floor, e.g. between work centers, which remains under the control of the dispatching rule. In this sense, COBACABANA is distinctly different from Kanbans and from POLCA where cards typically operate between work centers and, hence, where control is decentralized. A central release function facilitates a ‘global view’ of the shop floor, which better supports load balancing in job shops. Moreover, establishing loops between the pre-shop pool or planner and each work center rather than between work centers (or cells) avoids the potential for blocking (e.g. Harrod & Kanet, 2013).
The centralized control provided by COBACABANA does have similarities with ConWIP; however, under ConWIP, only one card (not part number specific) is assigned to each job. ConWIP restricts the number of cards in operation between the pool and shop floor, thereby controlling the number of orders on the shop floor. Hence, although ConWIP controls the number of orders on the shop floor, it does not balance workloads across work centers (Germs & Riezebos, 2010). In other words, order characteristics have to be aligned with shop characteristics if workloads are to be controlled using ConWIP, which severely limits the applicability of the method to high-variety job shops. The fact that COBACABANA cards represent a workload contribution to a work center rather than a complete order avoids this problem.
Second, COBACABANA assigns a set of cards to a particular work center, and each card represents a defined amount of workload (in hours, though translated into percentages). Hence, unlike Kanban cards, COBACABANA cards are not part number specific. Part number specific Kanban card systems soon become unmanageable when there is high variety as they can quickly lead to hundreds if not thousands of cards being in operation (e.g. Suri, 2003; Krishnamurthy & Suri, 2009).

2.2 COBACABANA – Refinements
The paper by Land (2009) introduced COBACABANA and represented the first major step towards providing a card-based release method for job shop production environments. However, it is argued here that further refinements to the method are necessary to enhance its suitability for implementation in practice. More specifically, two main weaknesses have been identified with the original design of COBACABANA:

i. Multiple cards were required to represent the workload of one operation of an order, which may lead to a substantial number of cards having to travel with an order through the shop. 
ii. It was based on Workload Control using periodic releases only, which may lead to premature work center idleness (Land & Gaalman, 1998).

Both of the above will be discussed in Section 2.2.1 and Section 2.2.2, respectively, where we also outline how COBACABANA has been refined in response. The latter is addressed by embedding recent developments in Workload Control theory within the design of COBACABANA. The former is addressed by changing the planning board or display such that the cards on the board now represent the load that has already been released instead of the load that can still be released. This change allows for a variable card size. Thus the card itself (and its color) can represent one operation, while the card size represents the load contribution. We will further simplify the use of the system by limiting the number of card sizes; with the card size representing a range of processing times or load contributions instead of an exact value.

2.2.1 Limiting the Number of Cards per Operation
As each COBACABANA card in the original method presented by Land (2009) represents a fixed amount of workload, an order could require multiple cards to accurately reflect its workload requirements at a work center. For example, if a card represents 10 minutes and the workload contribution is one hour (or their percentage equivalents), then six cards would have to travel with the order for this one operation. The workload that each card represents is set by management when the method is implemented. Smaller contributions per card would have the advantage that the number of cards could more accurately represent each processing time but would lead to an increase in the number of cards travelling with each order. To avoid potentially large numbers of cards traveling with an order, COBACABANA is refined to assign only one card per operation to an order, with the card size representing the workload contribution. However, this requires a rethinking of the planner’s display. 
For the original COBACABANA system, the released workload was represented on the planner’s display by missing cards, while the potential for releasing new orders was indicated by the cards available on the display. The available cards would be attached to newly released orders. But when cards have different sizes, an alternative approach is needed as it is unknown in advance as to which card sizes will be required for future releases. Therefore, for the refined COBACABANA approach, the released workload is represented by available cards and the release possibilities by available space on the display. This is illustrated in Figure 2, where the resulting alternative to the original display in Figure 1 is shown.
 
[Take in Figure 2]

As the released workload is represented by the available cards on the display (not by the cards that are missing from the display), cards have to be duplicated. Hence, one card travels with the order to the work center, referred to as the “operation card”; and a duplicate card remains with the planner on the display, referred to as the “release card”. This allows for, e.g. writing the order number (or other information) on the card, which ensures that the right card is withdrawn once an operation is completed. The set of operation cards currently withdrawn for a specific order number then also provides information on the progress of that order on the shop floor.
At the time of order release, the cards can be cut to exactly the right size, representing the load contributions of the operations involved. However, we can also simplify the need for processing time estimations by limiting the number of card sizes. In this case, a card size represents a certain range of load contributions, rounded to the estimated average in that range. Unlike the original COBACABANA approach, which also ‘discretized’ the contributions, the number of cards traveling with the order remains restricted to one per operation.

2.2.2 Embedding Recent Developments in Workload Control Theory 
As early as 1988, Kanet (1988) criticized release methods that restrict the workload on the shop floor for leading to premature work center idleness (i.e. idleness that could have been postponed). This refers to when a work center ‘starves’ because either it has a high indirect load (i.e. a high load still upstream of a work center), which hinders the release of direct load to the work center; or work waiting in the pool is not allowed to be released (Land & Gaalman, 1998). There are two important means of overcoming premature work center idleness: (i) by creating sufficient load balancing capabilities – the correction of aggregate loads incorporated in COBACABANA already contribute to this; and (ii) by solving the problems caused by the periodic nature of the release decision – an issue still to be resolved within COBACABANA.
Thürer et al. (2012) recently brought together many small independent improvements from prior research on Workload Control order release (e.g. from Hendry & Kingsman, 1991; Sabuncuoglu & Karapinar, 1999; Oosterman et al., 2000) to create a combined periodic and continuous order release mechanism. This method – referred to as LUMS COR – combined periodic release with continuous release by using an upper bound to restrict and balance the workload; and a lower bound workload trigger to pull a job onto the shop floor if a work center is starving. As a result, LUMS COR allowed significant performance improvements to be obtained both in terms of throughput time and tardiness related performance measures. 
COBACABANA is therefore similarly refined here to include a continuous trigger that allows the release of work to a work center at any moment in time when a work center is starving. Full details of the release procedure will be explained in the next section.

2.3 COBACABANA – Summary of Refined Release Method
COBACABANA uses card loops between the planner performing the release decision and each work center. Cards represent different amounts of workload according to their size and appear in pairs made up of one release card and one operation card. While the release card stays with the planner, the operation card travels with the order until the operation has been completed (see Figure 3). 

[Take in Figure 3]

COBACABANA incorporates both a periodic and a continuous release time element, as will be fully described in subsections 2.3.1 and 2.3.2 below. Both are important: periodic release allows the workload to be balanced, while continuous release avoids premature work center idleness or starvation.

2.3.1 Balancing Workloads: The Periodic Release Element of COBACABANA
At fixed (periodic) time intervals, orders in the pool are sorted according to their planned release dates. A planned release date is determined by subtracting the planned work center throughput time for every operation in the routing of an order from the order due date. Orders are then considered for release, beginning with the first order in the sequence. The workload of each operation in the routing of the order currently being considered for release contributes to the load of the corresponding work center(s) according to the corrected aggregate load approach. In other words, for each work center in the routing of an order, a pair of release and operation cards of a size corresponding to the corrected workload of the order at the particular work center is taken and the release card is added to the workload of that work center on the display. An example is given in Figure 4, which depicts a new order with two operations being considered for release: one operation at Work Center 3 and one at Work Center 1 (in dark gray).
 
[Take in Figure 4]

Notice in Figure 4 that the workload contributions are standardized by setting the workload norms – i.e. the upper limit or bound on the workload released per work center – equal to 100%. If, for any work center in the routing of an order, the workload represented by the release cards (the existing workload plus the workload of the new card) violates (i.e. exceeds) the 100% level, the order is retained in the pool and the release cards of the order are removed. Otherwise, the release cards are assigned to all of the work centers in the routing of the order, the corresponding operation cards are attached to the order guidance form of the order, and the order is released. In the example in Figure 4, the order is released (together with the corresponding operation cards) as the workload norms are not violated by the new workload contributions. The operation card returns to the planner as soon as an operation is completed and the release card corresponding to the operation card is then removed.

2.3.2 Starvation Avoidance:  The Continuous Release Element of COBACABANA
In addition to the above periodic release mechanism, COBACABANA incorporates a continuous workload trigger. If the direct load of any work center falls to zero, then the first order in the pool sequence with that work center as the first in its routing is released from the pre-shop pool, irrespective of whether its release would exceed any of the workload norms at other work centers in its routing. This avoids work center starvation or premature idleness (Kanet, 1988; Land & Gaalman, 1998) caused by periodic release combined with the strict enforcement of workload norms. The corresponding release cards are assigned to the work centers in the routing of the order, the operation cards are attached to the order guidance form, and the order is released. Hence, COBACABANA recognizes the need to temporarily violate the 100% workload limit at a certain work center to avoid preliminary idleness at another work center. 

3. Simulation Model
Simulation will next be used to: (i) evaluate the performance of the refined COBACABANA approach; and (ii) examine the impact of using a limited set of card sizes on performance. The shop and job characteristics modeled in the simulations are first outlined in Section 3.1, before the parameters set for COBACABANA are outlined in Section 3.2. The priority dispatching rule applied for controlling the progress of orders on the shop floor is then described in Section 3.3. Finally, the experimental design is outlined and the measures used to evaluate performance are presented in Section 3.4.

3.1 Overview of Modeled Shop and Job Characteristics
A simulation model of a randomly routed job shop (Conway et al., 1967) or pure job shop (Melnyk & Ragatz, 1989) has been implemented in Python© using the SimPy© module. The shop contains six work centers, where each work center is a single resource with constant capacity. The routing length of orders varies uniformly from one to six operations. All work centers have an equal probability of being visited and a particular work center is required at most once in the routing of an order. 
Operation processing times follow a truncated 2-Erlang distribution with a maximum of 4 time units and a mean of 1 time unit after truncation. The inter-arrival time of orders follows an exponential distribution with a mean of 0.648, which – based on the average number of work centers in the routing of an order – deliberately results in a utilization level of 90%. Due dates are set exogenously by adding a random allowance factor, uniformly distributed between 28 and 55 time units, to the job entry time. Planned throughput times for each work center in an order routing are set to 4 time units to derive the planned release date from the due date. This value includes the allowance for the processing time and reflects the average realized work center throughput time in the neighbourhood of the best-performing workload norm levels. The minimum due date allowance of 28 will thus be sufficient to allow for a shop floor throughput time corresponding to the planned work center throughput times for the maximum number of possible operations (6) plus an additional waiting time allowance of 4 time units prior to release. 
These settings facilitate comparison with earlier studies on Workload Control order release (e.g. Oosterman et al., 2000; Thürer et al., 2012). The simulated shop and job characteristics are summarized in Table 1.

[Take in Table 1]
 
3.2 Order Release 
As in previous simulation studies on Workload Control (e.g. Melnyk & Ragatz, 1989; Land & Gaalman, 1998; Fredendall et al., 2010), it is assumed that materials are available and all necessary information regarding shop floor routing, processing times, etc. is known upon the arrival of an order. Orders flow into a pre-shop pool to await release according to COBACABANA. The time interval between releases for the periodic part of COBACABANA is set to 4 time units. Nine workload norm levels are applied, ranging from 4 to 12 time units of corrected load before transformation into percentages. As a baseline measure, experiments without controlled order release have also been executed, i.e. where orders are released onto the shop floor immediately upon arrival. As a further reference, the original COBACABANA release procedure without the additional continuous release trigger has also been included in the experimental design.

3.2.1 Card Sizes
The size of a card for each operation reflects the order’s contribution to the workload of the work center. Two different approaches to calculate this contribution will be investigated: (i) the classical aggregate load approach (e.g. Stevenson, 2006; Stevenson & Silva, 2008); and, (ii) the corrected aggregate load approach (e.g. Oosterman et al., 2000). The latter corrects the workload contribution of an order at release, dividing the processing time by the position of the work center in the routing of an order. The former simply assigns the full processing time to the corresponding work centers at the moment of release, thereby summing the direct and indirect load of a work center together. It is the corrected aggregate load approach that was incorporated in the original COBACABANA system as it was shown to outperform the classical load approach in previous research (e.g. Oosterman et al. 2000). However, since we are interested in the effect of using one card size to represent a range of workload contributions, it is important to test how the corrected and classical contributions respond to this simplification.
In addition to the use of a fully flexible card size, we will experiment with 1, 2, 3, 4, and 5 predetermined card sizes, respectively, where each card size represents the average of a certain range of contributions. We will assess the trade-off between the level of simplification and the performance loss due to not accurately representing the workload contribution to a work center. In the simplest case – with only one card size – the workload contribution to a work center is the same for all orders visiting a work center. This approach completely neglects job information in terms of processing times at order release. 
Table 2 summarizes the card sizes and the range of workload contributions represented by each card size. Since 9 different workload norm levels will be simulated, we present the contributions in time units before translating them into percentages. The final percentage contributions are determined by the contribution in time units divided by the workload norm level. This allows the norm level to be presented as 100% on the planner’s display. For example, under the corrected aggregate load approach with 2 card sizes, the average of all workload contributions (the processing time divided by the routing position) larger than 0.36 time units is calculated to be 0.88 time units, which determines the card size in time units for the range of ‘large’ operations. If, for example, a workload norm of 5 time units is applied, then this translates into a percentage card size of 17.6% (0.88/5); for all smaller jobs, a card size of 0.18 time units (3.6% for a norm of 5) is used. The ranges for each card size were deliberately chosen such that each range represents an equal percentage of the load contributions. These ranges and the conditional mean in each range could be determined analytically for the aggregate load contributions, which result directly from truncated 2-Erlang distributed processing times. As the corrected aggregate loads divide these processing times by the routing position resulting from another stochastic process, the ranges for the corrected contributions have been determined numerically. Of course, in practice, ranges and card sizes will not be determined this exactly, but additional experiments have shown that our results are highly robust to the choice of ranges.
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3.3 Priority Dispatching Rule
Dispatching on the shop floor follows operation due dates, i.e. the job with the earliest operation due date from the set of jobs queuing in front of a work center is processed first. When a job is released, operation due dates are determined following Equation (1) below. This procedure is based on Land et al. (2013) and is especially suitable when order release control is applied as it takes deviations from the schedule caused by order release into account. 




if ; 							(1)



else if ; 			

= due date of job j 

= release date of job j

= operation due date of job j at the ith operation in its routing

= routing length (i.e. the number of operations in the routing) of job j

= the ordered set of operations in the routing of job j

3.4 Experimental Design and Performance Measures
The experimental factors are the: (i) two workload accounting over time strategies (the classical and corrected aggregate load approaches); (ii) nine levels of workload norm (4 to 12 time units for the corrected load; and 4 to 12 multiplied by 2.67, reflecting the average routing position, for the aggregate load); and (iii) six different numbers of card sizes (1, 2, 3, 4 and 5 card sizes, plus fully flexible card sizes). A full factorial design with 108 cells was used for these factors, where each cell was replicated 100 times. As performance benchmarks, immediate release and the original COBACABANA release procedure (Land, 2009), i.e. without the continuous release trigger, were also included. Results were collected over 10,000 time units following a warm-up period of 3,000 time units. These parameters allowed us to obtain stable results while keeping the simulation run time to a reasonable level. 
The performance measures considered in this study are as follows: 

· Mean throughput time: the mean of the completion time minus the release time across jobs; this indicates the mean time that a job spends on the shop floor and, by Little’s law, it also reflects the workload level on the shop floor.
· Percentage tardy: the percentage of jobs completed after the due date; this indicates the proportion of jobs that would be delivered tardy to the customer.  
· 

Mean tardiness: the mean of the tardiness , with being the lateness of job j (i.e. its actual delivery time minus its due date); this reflects the extent to which jobs are tardy.

Finally, the significance of the differences between the outcomes of individual experiments have been verified by paired t-tests, which comply with the use of common random number streams to reduce variation across experiments. Whenever we discuss a difference in outcomes between two experiments, the significance can be proven by a paired t-test at a level of 97.5%. 

4. Results
Figure 5 and Figure 6 present the results obtained for the percentage tardy and the mean tardiness in relation to different levels of the mean throughput time for the corrected (Figure 5) and classical (Figure 6) aggregate load approaches, respectively. The results are presented in the form of performance curves, where the left-hand starting point of the curves represents the tightest workload norm level (4 time units). The workload norm increases step-wise by moving from left to right in each graph, with each data point representing one norm level (from 4 to 12 time units). Increasing the norms logically increases the workload levels and, as a result, the throughput times on the shop floor. Each curve represents the performance obtained for a certain setting of card size for the whole spectrum of workload norms. The reference results of immediate release (IMM), representing the outcomes without order release control, are shown by a single marker “X” in the figures. This result is located to the right of the curves as it leads to the highest level of throughput times on the shop floor. Finally, the performance curve of the original COBACABANA approach (i.e. without refinement) is depicted by the dashed curve. 
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In general, by comparing the curves in figures 5 and 6 with immediate release, we can see that the results demonstrate the potential of COBACABANA to significantly improve all three performance measures considered here – mean throughput time, percentage tardy and mean tardiness. It provides an effective card-based solution for controlling order release in job shops. While order release control consistently reduces work-in-process, and thus throughput times, when the norms are tightened (i.e. by moving from right to left in the figures), it increases the time that jobs spend in the pool waiting to be released. At a certain level of norm tightness, this starts to exceed the reduction in throughput time; and, at this point, the lead time (i.e. the throughput time plus the pool waiting time) starts to increase. Further, as is known from previous research, tight norms increase the variance of lateness. Both of these effects cause an increase in the percentage of tardy jobs if norms are set too tight.
By comparing the curves for the refined COBACABANA approach with the curve for the original COBACABANA approach, it is evident that adding the continuous release trigger leads to strong performance improvements – with improvements observed for all choices of card size. This can be seen by examining the curves in Figure 5 only, as both the original and refined versions of COBACABANA are based on the corrected aggregate load approach to workload accounting over time. Both the percentage tardy and the average tardiness decrease strongly, and this improvement in tardiness performance can be realized at the same time as a substantial reduction in throughput time. For example, if the card size is fully flexible, and hence every load contribution is represented by the card size exactly, we observe a percentage tardy reduction over the original COBACABANA approach ranging from more than 10% to less than 5%. Further, the lowest percentage under the refined COBACABANA approach is realized at a mean throughput time of less than 15 time units compared to a throughput time of more than 19 time units under the original COBACABANA approach. The mean tardiness is also improved, but the best performance is realized at slightly higher workload levels.
Next, the performance impact of simplifying the estimation of processing times – by limiting the number of card sizes – will be discussed in Section 4.1. Attention then turns to comparing the performance of the corrected and classical aggregate load approaches more closely in Section 4.2. 
[bookmark: _GoBack]
4.1 Simplifying the Estimation of Processing Times: Limiting the Number of Card Sizes
Even when all workload contributions are represented by a single card size – thus completely avoiding the estimation of processing times and the determination of routing positions – the refined COBACABANA method still allows for a strong reduction in throughput time. However, the lowest realized percentage tardy increases from less than 5% for the fully flexible card size up to 7% for a single card size. But the percentage tardy returns to under 6% by increasing the number of card sizes to just three (i.e. only distinguishing between small, medium and large operations). Adding then 1 or 2 more card sizes hardly helps to bring the performance closer to that of a flexible card size. Thus, it seems a reasonable choice to simplify the calculation of load contributions, e.g. by classifying them into three general categories of small, medium, and large operations. This simplification is further justified by the fact that the estimation of processing times in high-variety job shops in practice can be very imprecise; and processing time estimation error is a problem that the performance curve for flexible card sizes will be particularly vulnerable towards.

4.2 Workload Accounting Over Time: Corrected vs. Classical Aggregate Load Approach
By comparing Figure 5 with Figure 6, it can be observed that the corrected aggregate load approach maintains the performance advantage over the classical aggregate load approach for flexible card sizes. The minimum percentage tardy, which was below 5% for the corrected aggregate load approach, increases to above 6% for the classical aggregate load approach. However, relative differences get significantly smaller when only a restricted number of card sizes are applied. The correction of processing times for routing position (varying between 1 and 6) strongly increases the coefficient of variation of the load contributions. As a consequence, the corrected aggregate load contributions suffer more than the classical aggregate load contributions when represented by a limited set of card sizes. Yet, no matter how many card sizes are used, the corrected aggregate load approach either performs equal to or outperforms the classical aggregate load equivalent. 
The modest differences between the classical and corrected aggregate approaches imply that COBACABANA could use the simpler classical aggregate load calculations instead of the more complex correcting procedure. But if the classical aggregate load approach were adopted then different work centers would require different workload norms, depending on their average routing position: with lower norms for upstream work centers and higher norms for downstream work centers. Moreover, the average routing position would have to be monitored continuously, as changes to the average routing position of a work center would require adjustments to the corresponding workload norm. In contrast, using the corrected aggregate load approach enables the same workload norm to be set for every work center and this automatically adapts to routing position changes over time. This arguably favors maintaining the correction for routing position as part of the load contribution calculations and thus the use of the corrected aggregate load approach within COBACABANA.

5. Conclusion
Card-based production control systems are widely used in practice: they are simple, visual and can be easily understood. Yet their applicability to job shops with high routing and processing time variability, as is typical of many make-to-order companies in practice, is limited. Workload Control is a production planning and control system that has been developed for the specific needs of such shops but relies on having an accurate and up-to-date picture of workloads on the shop floor, which can require investment both in software, e.g. decision support systems, and in hardware for collecting and feeding back data, e.g. barcode scanners. The complexity of workload calculations and the prerequisites for implementation arguably affect Workload Control’s applicability, particularly to small shops. 
By developing COBACABANA, Land (2009) presented a first step towards an appropriate card-based order release method for job shops that was based on the Workload Control concept. But the original design of COBACABANA had a number of shortcomings. This study has revised COBACABANA in two important ways. First, it has refined COBACABANA to limit the number of cards that have to travel with an order to one per operation. This has been realized by changing the display of cards for the planner, allowing for a flexible card size that reflects the workload contribution of an order. Second, it has combined the periodic release mechanism incorporated in COBACABANA with a continuous workload trigger to avoid premature work center idleness. This takes advantage of recent developments in Workload Control theory, as consolidated in Thürer et al. (2012). Simulation has then been used to examine the performance of COBACABANA, in a pure (or randomly routed) job shop. Our results have demonstrated the potential of COBACABANA to significantly improve performance in terms of throughput time, percentage tardy and mean tardiness. The simulations also confirmed the importance of the proposed refinements for realizing these improvements. Further, the simulations have indicated the possibilities for simplifying the system to comply with practical needs by exchanging a fully flexible card size for a limited set of card sizes. This simplifies the way in which processing times must be estimated at the order release stage.


5.1 Managerial Implications
COBACABANA is, to the best of our knowledge, the first card-based order release method that has been shown to be truly suitable for job shops. Facilitating the cutting of completely flexible card sizes would allow COBACABANA to take full advantage of Workload Control’s potential to improve performance. Alternatively, managers looking to implement the refined COBACABANA approach might choose to use a limited number of card sizes. This choice is a question of practicality and involves a trade-off between performance and simplicity. Performance slightly worsens with fewer card sizes, but increasing the number of card sizes requires: (i) more accurate estimates of processing times; and (ii) the planner to handle a larger number of different card sizes. Moreover, the performance gain obtained by increasing the number of card sizes diminishes with the number of card sizes. Our results suggest that the choice of just three card sizes, i.e. representing small, medium and large workload contributions, will already lead to good performance.
Finally, managers looking to implement COBACABANA need to consider how this can best be achieved. This includes bearing in mind the degree of change required by the COBACABANA system compared to the current state of the shop; for example, the extent to which work-in-process levels can be lowered from their pre-implementation state (see, e.g. Hendry et al., 2013). It is recommended that workload norm levels should not be tightened too rapidly to gain control of the shop. Instead, this should be done gradually, with norms tightened stepwise until the desired balance between throughput time reduction (i.e. work-in-process) and tardiness performance has been reached. Once work-in-process has been reduced, other types of improvement opportunities may present themselves. For example, quality problems hidden by high work-in-process may become evident. Once such problems have been resolved, it may be possible to tighten the workload norms even further. In addition to the particularly relevant issue of workload norms, managers should consider other guidance on implementing Workload Control in the wider literature (e.g. Hendry et al., 2008; Stevenson et al., 2011; Hendry et al., 2013) and factors critical to the success of any new improvement initiative, e.g. top management support, training, buy-in from all parties, project management, and so on. 

5.2 Future Research Directions
The application of cards within production planning and control systems is typically restricted to either controlling the release of orders, as in the case of ConWIP, or to controlling the shop floor and release, as in the case of production Kanbans and POLCA. Similarly, our focus in this study has been on controlling the (centralized) release of orders through cards only. But COBACABANA originally integrated order release with an order acceptance stage. While this part of COBACABANA has not been tested through simulation, Thürer et al. (2013) recently demonstrated the potential of an integrated Workload Control concept that combines customer enquiry management, such as for due date setting, with order release control. Hence, future research could elaborate on an integrated card-based production planning and control solution for make-to-order shops. Another important direction for future research is the implementation of COBACABANA in practice to confirm the performance improvements observed in our study.
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Table 1: Summary of Simulated Shop and Job Characteristics

	Shop Characteristics
	
Routing Variability
No. of Work Centers
Interchange-ability of Work Centers
Work Center Capacities
Work Center Utilization Rate

	
Random routing; no re-entrant flows
6
No interchange-ability
All equal
90%


	Job Characteristics
	
No. of Operations per Job
Operation Processing Times
Planned Throughput Time per Operation
Due Date Allowance
Inter-Arrival Times

	
Discrete Uniform[1, 6]
Truncated 2–Erlang; (mean = 1; max = 4)
4 time units
Uniformly distributed; [28, 55]
Exp. Distribution; mean = 0.648








Table 2: Definition of the Different Card Sizes used in this Study

	
	Card Configuration1
	Average Contribution in the Interval (determines card size); and Range of Contributions Represented by Each Card

	Corrected 
Aggregate 
Load Approach
	1 / 100%
	0.53
(0, 4]
	
	
	
	

	
	2 / 50%
	0.18
(0, 0.36]
	0.88
(0.36, 4]
	
	
	

	
	3 / 33%
	0.13
(0, 0.23]
	0.37
(0.23, 0.54]
	1.10
(0.54, 4]
	
	

	
	4 / 25%
	0.11
(0, 0.18]
	0.26
(0.18, 0.36]
	0.50
(0.36, 0.69]
	1.26
(0.69, 4]
	

	
	5 / 20% 
	0.09
(0, 0.15]
	0.21
(0.15, 0.28]
	0.36
(0.28, 0.46]
	0.61
(0.46, 0.81]
	1.39
(0.81, 4]

	Classical 
Aggregate 
Load Approach
	1 / 100%
	1
(0, 4]
	
	
	
	

	
	2 / 50%
	0.48
(0, 0.85]
	1.52
(0.85, 4]
	
	
	

	
	3 / 33%
	0.36
(0, 0.60]
	0.86
(0.60, 1.15]
	1.79
(1.15, 4]
	
	

	
	4 / 25%
	0.30
(0, 0.49]
	0.66
(0.49, 0.85]
	1.08
(0.85, 1.36]
	1.97
(1.36, 4]
	

	
	5 / 20% 
	0.26
(0, 0.42]
	0.56
(0.42, 0.70]
	0.85
(0.70, 1.02]
	1.24
(1.02, 1.51]
	2.10
(1.51, 4]

	1 Number of Card Sizes / Percentage Represented by Each Card Size
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Figure 1: COBACABANA – Original Display of Release Cards, with Missing Cards Indicating the Actual Loads on the Shop Floor
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Figure 2: COBACABANA –  New Display, with Release Cards Indicating the Actual Loads on the Shop Floor
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Figure 3: COBACABANA – Card Loops between Planner and Work Centers
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Figure 4: COBACABANA – Example Release Decision
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(a) (b)
Figure 5: Corrected Aggregate Load – (a) Percentage Tardy over Throughput Time; and (b) Mean Tardiness over Throughput Time
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(a) (b)
Figure 6: Classical Aggregate Load – (a) Percentage Tardy over Throughput Time; and (b) Mean Tardiness over Throughput Time
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